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ABSTRACT

Three-dimensional stacked Wide I/O DRAMs have been proposed as a promising solution to
overcome the pin-limited memory performance growth, the power vs. bandwidth dilemma
and the Memory Wall. This new DRAM architecture and organisation requires a new generation of DRAM memory controllers. Virtual platforms enable us to explore the complete design space of memory controllers with an accurate power modelling at the system level with
very fast simulation speeds and precise timing accuracy. In this paper, we present a virtual
platform based on Synopsys Platform Architect for a fast and precise power estimation of
multi-channel Wide I/O DRAMs.
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1. Introduction
Recent high-performance and embedded applications are characterised by ever increasing
demands on the memory bandwidth and capacity. Due to this reason, the need for more
DRAM channels and a higher number of I/Os of the memory subsystem is continuously
growing [1]. However, the number of I/O pins is limited by the package and power considerations. The energy consumed per bit for accessing off-chip memory is many times higher
than the energy required for on-chip memory accesses. This is due to complex and power
hungry I/O transceiver circuits that have to deal with the electrical characteristics of the interconnections between the chips. Moreover, the maximum achievable memory bandwidth in
current off-chip DRAMs is less than the bandwidth requirements of modern high performance and embedded computing systems. This problem is known as the Memory Wall [2].
Three-dimensional stacked memories have been proposed as a promising solution for these
problems. These memories reduce the distance between CPU and external RAM from centimetres to micrometres by means of TSV (through silicon via) technology. The available
bandwidth has increased but more importantly, this technology provides a major boost in
energy efficiency in comparison to standard off-chip SDR or DDR/2/3 DRAM devices [4][5].
The combination of high bandwidth communication with the lower power consumption of 3D
integrated memory is an ideal fit for high-performance and embedded applications.
These new memory architectures require a new generation of DRAM controllers to exploit
the full bandwidth and energy efficiency of 3D-DRAMs. However, the design space for a
3D-DRAM controller is huge with respect to different mappings, configurations, scheduling
and arbitration algorithms. Therefore a flexible model is needed for an effective and fast investigation to reduce latency and power. The exploration of these new controllers with traditional cycle and pin accurate (CA) Register Transfer Level (RTL) models provides the needed accuracy. However, the RTL models are inflexible in terms of the large design space and
the very long simulation times. This is due to the large number of signals, processes and
events that have to be simulated [6]. But, it is possible to simulate at a higher level of abstraction to get the required functionality. One way to achieve a higher level of abstraction is using Transaction Level Modelling (TLM) [7][8] for system level simulation. TLM has
emerged as standard methodology for Electronic System Level (ESL) design. TLM can help
speeding up the simulation by replacing all pin-level events with a single function call.
For the purpose of modelling DRAM controller architecture, the standard TLM coding styles
are not accurate enough to reflect a realistic behaviour. In [13] we presented an effective way
to extend the Approximately Timed (AT) TLM protocol with DRAM related phases to
achieve the needed precision.
Since DRAMs contribute significantly to the power consumption of today’s systems, there is
a need for an accurate power modeling. One of the most common ways in research and industry is using Micron’s power calculator, which estimates the power from data sheet and workload specifications. However, this model is not accurate enough as it assumes certain workload characteristics. To overcome this limitation, we focus on an improved version [15],
which uses the actual timings instead of the minimal timings from the data sheet. In this work
we integrate this improved version in our TLM 2.0 model [13] of a three-dimensional stacked
DRAM.
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The rest of the paper is structured as follows: Section 2 describes the evolution from 2D
commodity DRAMs to 3D stacked DRAMs. Section 3 presents the simulation environment
using virtual platforms and the integration of the DRAM power model. In Section 4 the TLM
power model is compared to a cycle accurate implementation and a generic DRAM power
simulator. Finally, the paper concludes with Section 5.

2. Three-Dimensional stacked DRAM
In this section we describe the DRAM fundamentals and the evolution towards three dimensional Wide I/O DRAMs.
2.1. DRAM Basics
As depicted in Figure 1, DRAMs are organised as a set of memory banks that include
memory elements arranged in arrays of rows and columns. The memory arrays are grouped in
a hierarchical structure of memory sub-arrays for efficient wiring and reduced power consumption. Each memory cell is modelled as a transistor capacitor pair and the data is stored in
the capacitor as a charge. The individual cells in each sub-array connect to local wordlines
and local bitlines.

Figure 1 : Basic DRAM Architecture [4]

To read data from the memory, a Precharge is issued to prepare the local bitlines to a halfway voltage level and an Activate is issued to drive the local wordline high and transfer the
charge between the memory cells and the connected local bitlines. This transfer of charge
(data) is sensed by the primary sense amplifiers (row buffer), where they are latched. Then,
Read or Write commands can be send to read or write specific columns of data (using column select lines) from or to the row buffer. Afterwards, the data is switched from the row
buffer via local datalines to master datalines and then to the secondary sense amplifiers,
which interact with the I/Os. Once finished, the wordlines can be switched off, the cell capacitors disconnected, and the local bitlines can be precharged again.
A typical memory sub-array consists of 256k cells connecting up to 512 cells per local bitline
and per local wordline. 256 memory sub-arrays (organised as 16x16) form 64Mb memory
array macros, with master wordlines and column select lines (CSLs) extending over all the
sub-arrays. 16 local wordlines across 16 horizontally organised memory sub-arrays connect
to one master wordline per memory row and 8 local bitlines (8 memory columns) across 16
vertically organised memory sub-arrays connect to one CSL. The hierarchical organisation of
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the DRAM model is shown in Figure 1. The row and column decoders, the master wordline
drivers and the secondary sense amplifiers are placed per memory array. The data buffers,
control signals, voltage regulators, charge pumps and other peripherals are shared between
different banks.
2.2. The Third Dimension – 3D Stacking
When moving from the basic DRAM architecture to 3D-stacked Wide I/O DRAM memories,
the three biggest changes to be modelled include:
1) enabling three dimensional (3D) stacking of DRAM dies with the help of Through
Silicon Via (TSV) interconnects
2) supporting four independent memory channels
3) extending I/O interfaces to x128 bits per channel
3D-stacked DRAMs offer increased memory bandwidth and improved energy efficiency, due
to the increased I/O interface width and reduced I/O power consumption. The latter is a result
of stacking DRAM dies with the help of low capacitance TSVs, compared to the traditional
horizontal organisation on one plane.

Figure 2: 3D-DRAM Architecture (true vertical channels)

We determined in our previous investigations an optimal architecture of true vertical DRAMs
(3D) [3]. This architecture is characterised by the fact that on each layer only one bank per
channel is placed. Consequently, the horizontal wiring is minimized as the channel is formed
by connected all banks only vertically via TSVs (compare Figure 2). Due to the minimal horizontal wiring and the good utilization of the TSVs, the power consumption can also be reduced to a minimum.
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3. Virtual Platform for 3D-DRAM
In this section we describe the virtual platform for a fast design space exploration (DSE) of
the 3D-DRAM subsystem with respect to timing and power modelling.
3.1. Platform
The TLM2.0 platforms for design space exploration are created with the help of the Synopsys
Platform Architect tool [10]. It permits the modelling of different types of system architectures with cycle accurate bus and core models. To get even faster simulations we record
transaction traces and replay them with elastic trace players [11].

Figure 3: Virtual Platform for Design Space Exploration [13]

Figure 3 shows the architecture of the flexible virtual platform of our 3D-DRAM multiported memory subsystem. The platform contains either cycle accurate core and bus models
(e.g. ARM processor models from Carbon) or elastic trace players for generating input data
for the subsequent 3D-DRAM memory subsystem. The subsystem consists of a frontend and
a backend part. The frontend contains an arbitration and mapping block that handles the incoming transactions and forwards them to the different channel schedulers according to specific priority schemes and mappings. The single channels of the subsystem are independent.
Therefore, each channel has its own scheduler and controller. The scheduler module collects
transactions, reorders them with respect to latency and power savings and issues them to the
backend with the channel controller, that takes care of the correct use of the DRAM. This
virtual platform gives us the flexibility for exhaustive explorations. All connections are implemented in the TLM2.0 Approximately Timed (AT) coding style. An exception is the connection between controller and channel: For this connection we extended the TLM nonblocking protocol with DRAM specific phases [13]. With these phase extensions we can
achieve the required accuracy to observe for instance the detailed impact of different address
mappings or reordering algorithms of the scheduler. We separated the channel controller
from the DRAM channel model to provide the interoperability to analyse various DRAM
device models. The design of these phases and the implementation of the DRAM power
model is explained in the next section.
3.2. Special TLM Protocol
The TLM non-blocking base protocol consists of following phases: BEGIN_REQ, END_REQ,
BEGIN_RESP and END_RESP. Instead of simulating every clock cycle, the simulator is triggered only at the BEGIN (<) and END (>) phase events. Using the JEDEC Wide I/O Single
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Data Rate standard [12] we have defined additional application specific phases [13] for the
different DRAM commands by means of the DECLARE_EXTENDED_PHASE() macro. These
phases are calibrated to the cycle accurate behaviour of the Wide I/O standard, although it
could be easily adopted to any DRAM. Figure 4 shows an example how we derived the TLM
phases from the standard timing specifications.

Figure 4: Derivation of the TLM Phases

3.3. Power modelling
Decreasing power consumption is an important optimisation goal of a design space exploration (DSE). The power consumption of DRAMs is a major contribution to the total power
consumed by actual embedded and high performance applications. As a consequence, it is
important that the power modelling for 3D-DRAMs is precise.
We identified three major power consumption sources in DRAMs:
1) Frequency depending currents: e.g. clock tree for command decoding
2) Static mode depending currents: e.g. command and address receivers enable current
3) Activity depending currents: e.g. activating or precharging a wordline
All these three sources need to be considered in an accurate power model. In vendor
datasheets we find 𝐼!! (current) values, which sum up all these currents sources (1-3) into
one specific 𝐼!! value, for instance 𝐼!!! . This current measurement is used to evaluate the
ACT-PRE (activate-precharge) sequence average current, drawn from the device in the minimum timing interval (  𝑡!" = 𝑡!"# + 𝑡!" ). The constraints of the 𝐼!!! measurement are:
•
•
•

Min. 𝑡!" (fastest frequency of the device)
Min. 𝑡!"# (shortest row active time)
Min. 𝑡!" (shortest row precharge time)

A well-known and often used model is provided by Micron [14]. However, there are some
limitations in that model. At first, Micron uses the minimal timing constrains from the data
sheet specifications instead of the actual timings. But in practice there are dependencies between consecutive memory accesses so that the controller may accelerate or postpone commands. Furthermore, Micron assumes that the controller uses a close-page policy (precharge
after each memory access) and that there is only one bank open at the same time. Due to this,
a lack of flexibility and accuracy exists in this model. An improved version is the power
model from [15], which uses the actual timings from the transactions. In this paper we integrate this improved power model in our 3D-DRAM backend.

SNUG 2013

7

Modelling 3D-Stacked Memories with VP

The interesting instances of time for the power model are the TLM phase-pairs explained in
Section 3.2. These phases contain all timing information we need to derive our equations for
the calculation of the power consumption of the 3D-DRAM. For each contribution we calculate the energy and accumulate the parts to the total energy. By dividing the total energy with
the runtime 𝑇!"#$% , we can obtain the average power consumption.
The electrical energy is:

!!

𝐸=

𝑣 𝑡 ∙ 𝑖 𝑡 𝑑𝑡
!!

In case of an average value for 𝑖 𝑡 = 𝐼!!" and a constant value for 𝑣 𝑡 = 𝑉!! this equation
is reduced to 𝐸 = 𝑉!! ∙ 𝐼!!" ∙ ∆𝑇, which is the base for all following energy calculations.
The power consumption consists of a background or static part and an active part which is
needed for each command (ACT, PRE, RD, WR). In the following sections we present the
equations from [15] for each case.
A. Background Energy
While at least one bank is in the active state, the memory consumes 𝐼!!!! as background
current. When all banks are precharged, it draws only 𝐼!!!! . However, to calculate the com!"
plete power consumption we still need 𝑇!"#
(the time the memory is in the active state) and
!"
𝑇!"# (time in precharge state) which we can easily derive by analysing the TLM phases.

Figure 5: Estimation of the Background Timings

Figure 5 shows a sample command trace of four banks and their active and precharge states.
!"
!"
The time the memory is in active background mode is calculated by 𝑇!"#
= 𝑁!"#
∙ 𝑡!" and for
!"
!"
!"
!"
precharge 𝑇!"#
= 𝑁!"#
∙ 𝑡!" , respectively. 𝑁!"#
and 𝑁!"#
is the number of cycles in active
and precharged state, while 𝑡!" is the clock cycle period. The background energy for ACT
and PRE can be calculated with following equations.
!"
!"
𝐸!"#
= 𝑉!! ∙ 𝐼!!!! ∙ 𝑇!"#
  
!"
!"
𝐸!"#
= 𝑉!! ∙ 𝐼!!!! ∙ 𝑇!"#
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B. Command Energy
1). Activate and Precharge: From 𝐼!!! , which is specified as the average current consumed
by the memory when it executes alternately both commands with minimum timing constraints, the energy of a single ACT or PRE command can be calculated. Since 𝐼!!! also contains the background currents 𝐼!!!! and 𝐼!!!! with their respective minimum timing constrains, we have to subtract them from 𝐼!!! . The energy of an ACT command is computed
with the 𝑡!"# (minimum time between ACT and PRE to the same bank) which is corresponding to the selected 𝐼!!! speed-sort bin (datasheet). This is done similarly for the precharge
command with the 𝑡!" value.
  
  
𝐸!"#
= 𝑉!! ∙ (𝐼!!! − 𝐼!!!! ) ∙ 𝑡!"#
  
  
  
𝐸!"#
= 𝑉!! ∙ (𝐼!!! − 𝐼!!!! ) ∙ 𝑡!"

2) Read and Write: Similar to the active and precharge commands there is an average current
𝐼!!!! for the RD and 𝐼!!!! for the WR command. Since both of the currents also include
𝐼!!!! , we have to subtract it from 𝐼!!!! and 𝐼!!!! . To get the energy consumption for one
read or write command we also have to multiply the time of the data transfer, which is calculated by the ratio of burst length (BL) and data rate (DR). For SDR memories this evaluates
to   !"
and for DDR memories to   !"
.
!
!
!"

  
  
𝐸!"
= 𝑉!! ∙ (𝐼!!!! − 𝐼!!!! ) ∙ !" ∙ 𝑡!"
  
!"

  
  
𝐸!"
= 𝑉!! ∙ (𝐼!!!! − 𝐼!!!! ) ∙ !" ∙ 𝑡!"

3) Refresh: The refresh operation is used to retain the data in the DRAM. Before issuing a
refresh command all banks must be in precharge state. This is accounted by the second part
of the 𝐸!"# equation, while the first part is the actual contribution of a refresh. 𝑁!"# stands
for the number of refresh commands and 𝑁!"#$% for the number of banks that have to be precharged by the precharge all command (PREA).
𝐸!"# = 𝑉𝐷𝐷 ⋅ 𝐼𝐷𝐷5 ⋅ 𝑡𝑅𝐹𝐶 − 𝑡𝑅𝑃 + (𝐼𝐷𝐷5 − 𝐼𝐷𝐷3𝑁 + 𝐼𝐷𝐷2𝑁 ⋅ 𝑡𝑅𝑃 + 𝑁𝐵𝑎𝑛𝑘𝑠 ⋅ 𝐼𝐷𝐷0 − 𝐼𝐷𝐷2𝑁 ⋅ 𝑡𝑅𝑃   + 𝐼𝐷𝐷2𝑁 ⋅ 𝑡𝑅𝑃
Contribution  from  the  refresh

Contribution  from  the  precharge  all  command  

C. Complete Trace Power
The computation of the average power consumption for the entire trace is done by combining
all the energy contributions from above into following equation:
  
𝑃!"#$%

!"
!"
𝐸!"#
+ 𝐸!"#
+ 𝑁!"# ⋅ 𝐸!"# + 𝑁!"# ∙ 𝐸!"# + 𝑁!"# ∙ 𝐸!"# + 𝑁!" ∙ 𝐸!" + 𝑁!" ∙ 𝐸!"
=
  
𝑇!"#$%

𝑁!"# stands for the number of activate commands and 𝑁!"# , 𝑁!" , 𝑁!" for the number of
precharge, read, write commands, respectively.
3.4 Implementation
To estimate the total power consumption in the TLM model, it is necessary to accumulate the
number of occurrences of the different commands and the number of cycles in active background and precharge background state.
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Figure 6: Architecture of the 3D-DRAM backend with the Power Model

Figure 6 shows the architecture of the TLM based 3D-DRAM backend. The power model
!"#
consists of six command occurrence counters (𝑁!"#
, 𝑁!"# ,  𝑁!"# , 𝑁!"# , 𝑁!" , 𝑁!" ) and time
!"
!"
accumulators for the active- and precharge background state (𝑇!"#
,  𝑇!"#
). The complete
power calculation is done in the destructor of the SystemC model and a power report will be
created when the simulation ends.

4. Experiments and Results
To evaluate the accuracy of our functional TLM power model we compared it against a functional and cycle accurate (CA) circuit level based SystemC model, that calculates the power
by means of charges and currents [3][13], and the standalone and non-functional DRAM
power simulator DRAMPower [15][16]. Our test platform is created with the Synopsys Platform Architect and we use input stimuli which are generated from CHStone [17] and Mediabench [18]. Figure 7 shows the simulation runtimes of the functional models and the resulting
speedup of the TLM model compared to the cycle accurate implementation.
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Figure 7: Simulation Runtime of the Traces (log scale) [13]
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In [13] it is shown that the achievable speed-up depends on the density of the trace. DRAMPower is not included in Figure 7 because it is incomparable. DRAMPower is a very fast
standalone power estimator (execution time for all traces ~1s). However, it does not simulate
the functional behaviour. It estimates power by an offline analysis of pre-recorded traces. For
memory intensive benchmarks these trace files will be huge. Therefore, it is easier to integrate the power simulation directly in the functional simulation with a negligible overhead.
Figure 8 shows the average power consumption estimated by the three different simulators.
The deviation of the TLM based power model from DRAMPower and the CA SystemC model is shown in Figure 9. The power estimated by our TLM model is always between the power estimated by the CA SystemC model and the DRAMPower simulator. For the mediampeg2decode trace we gain a speedup of x145 at the cost of only small deviations to the reference power models.
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Figure 8: Average Power Consumption in mW
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Figure 9: Deviation of the TLM Model from Other Power Models

5. Conclusions
Three-dimensional stacked DRAMs are the future of memory technology for high performance and embedded computing. In this paper, we presented a virtual platform based power
model for the exploration and optimisation of multi-channel Wide I/O DRAM subsystems.
Towards this, we introduced a new DRAM specific TLM protocol and integrated a detailed
power model for the backend part of the controller to obtain the needed accuracy to analyse
the impact of different scheduling algorithms or arbitration schemes on the latency and power
on system level. Due to the large speedup of the TLM models and the flexibility of the platform, we are able to explore alternative controller architectures in a fast and accurate manner.
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